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Abstract. Relapse in Tuberculosis (TB) patients represents an important challenge to improve treatment. A large number of patients undergo
relapse even after what was thought to be a successful treatment. Lipid
rich (LR) bacteria, surviving treatment, are thought to play a key role in
patient relapse. The presence of bacteria with intracellular lipid bodies
in patients sputum was linked to higher risk of poor treatment outcome.
LR bacteria can be stained and detected using fluorescence microscopy.
However, manual counting of bacteria makes this method too labour intensive and potentially biased to be routinely used in practice or to foster
large-scale data sets which would inform and drive future research efforts.
In this paper we propose a new algorithm for automatic estimation of
the number of bacteria present in images generated with fluorescence
microscopy. Our approach comprises elements of image processing, computer vision and machine learning. We demonstrated the effectiveness of
the method by testing it on fluorescence microscopy images of in vitro
grown M. smegmatis cells stained with Nile red.
Keywords: Microscopy · Tuberculosis · Computer Vision · Health care
· Public health · Medicine · AI.
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Introduction

Tuberculosis (TB), a chronic pulmonary infection caused by the organism Mycobacterium tuberculosis (Mtb), is the most important cause of preventable infectious disease death. Worldwide, TB kills an estimated 1 million people annually.
The majority of the impact of the disease is felt in low and middle income countries, especially in southern Africa and south-east Asia. While the WHO has
resolved to end TB by 2030, relatively little progress has been made in the past
decade [30].
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Background and context

In this section, we present the relevant medical background needed to understand
the motivation behind our work and the context of the broader problem thus
addressed.
2.1

Lethality of Mtb

Mtb is an airborne bacterium which requires large amounts of oxygen to survive
and is therefore predominantly found in the lungs of humans and occasionally
other mammals. Due to the airborne nature of the bacterium, it can spread
quickly in densely populated areas. One of the traits that make Mtb so difficult
to treat is that after infecting a patient it can be dormant for years before actively
causing the disease (the patients do not experience symptoms and transmit the
disease at a low level) i.e. be in the state known as latent TB. Mycobacterial
dormancy corresponds to a cell state in which bacteria exhibit low metabolic
activity, the accumulation of intracellular lipid bodies, the inability to grow on
solid media, and the loss of acid fastness among other features [21]. Dormant
bacteria can then become active years after the first infection when the patient’s immune system is weakened. Subpopulations with compromised immune
systems, such as heavy smokers, people suffering from HIV, malnutrition, or diabetes are at greatly increased risk of showing active symptoms of TB [7]. Once
patients declare active sensitive TB they undergo a standard six month long
treatment using four antibiotics: rifampicin (RIF), isoniazid (INH), ethambutol
(EMB), and pyrazinamide (PZA). The WHO defined the different objectives
for TB treatment as: curing TB patients and restoring their productivity and
quality of life, preventing death due to active TB or its late effects, reducing the
transmission of TB, preventing drug resistance and the transmission of drugresistant strains, and finally preventing relapse [29]. There is a strong need in
particular to reduce the duration of treatment. However, new regimens tested in
recent clinical trials, aiming at shortening treatment, have failed to show superiority compared to the current practice, mainly because of higher relapse rates
[12, 16, 22].
2.2

Research relevance

Relapse in TB could be defined as a patient with recurrent TB symptoms becoming culture positive after having been culture negative and after completing
an anti-TB treatment. In addition the original and the new isolates must have
matching genotypes to confirm relapse and exclude re-infection [15]. TB relapse
remains relatively poorly understood; it has been shown that relapse could occur even in patients who cleared their sputum early in treatment [24]. Bacteria
showing intracellular storage of non-polar lipids represent a phenotype called
lipid-rich (LR) cells, as opposed to lipid-poor (LP) cells. It is believed that LR
bacteria that survive treatment play a key role in patient relapse [24]. LR cells
have been shown to be up to 40 times more resistant to first-line drugs than
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Fig. 1. Typical fluorescence microscopy image showing polar lipids of 7 day old Nile
red stained M. smegmatis cells.

LP bacteria [14] and the presence of cells with intracellular lipid bodies in patients sputum on days 21 and 28 of treatment is associated with higher risk of
poor treatment outcome [27]. This line of inquiry is highly relevant for both
researchers and clinicians, as being able to detect the different bacterial phenotypes could potentially help identify patients that are at a higher risk of poor
treatment outcome so they can be more carefully monitored and treated. Both
polar and non-polar lipids can be detected by Nile red staining. The fluorescent
properties of the fluorophore change based on whether it is located in a relatively polar or non-polar lipid environment [13]. In samples stained with Nile
red, short excitation and emission wavelengths favour the detection of non-polar
lipids such as triacylglycerols while higher excitation and emission wavelengths
allow the detection of polar lipids (phospholipids of the membrane for example) [25]. A fluorescence microscopy image showing the polar lipids of Nile red
stained M. smegmatis cells is shown in Fig 1. Intracellular non-polar lipid bodies, in mycobacteria, can be detected using Nile red staining and fluorescence
microscopy [11]. Several previous studies have used Nile red staining to investigate the presence or absence of non-polar lipids in mycobacteria [3, 19, 14, 8,
9, 18]. Manual counting of bacteria is a very labour intensive process. The first
step in developing a software solution to report on the relative percentages of
LR and LP cells present is to count the total number of cells. Therefore this
paper proposes an automatic procedure for estimating the cell number present
in fluorescence images of M. smegmatis cells stained with Nile red.
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Technical details

As can be seen in Figs 1 and 2, the difficulty in counting the bacteria emerges
from the fact that they are often densely packed or even overlapping, so that
it can be difficult to distinguish them individually. Thus, to summarize, our
method approaches the task in several steps to address different challenges.
First, we employ Canny edge detection (CED) and morphological image processing to identify key image areas of interest (AOI). After AOI are identified,
features based on Local Binary Patterns are extracted and used to describe the
corresponding content. Finally, rather than attempting to count individual cells,
a regression based approach is used for the inference of the cell count in each
AOI. An overview of the process can be seen in Fig 3.

Fig. 2. Magnified input image patches exemplifying the impracticability of counting
individual cells.

3.1

Data acquisition

Bacterial culture M. smegmatis (NCTC 8159), was grown at 37◦ C in Middlebrook 7H9 medium (Sigma-Aldrich), supplemented with 0.45% (v/v) of glycerol
(Sigma-Aldrich) and with 0.05% (v/v) Tween80 (Fisher Scientific).
Sample preparation In this work two experiments were performed. Both comprise two sets of prepared samples: an early exponential phase culture (24-hourold) and a stationary phase culture (7-day-old). In each experiment, two times
100 µl from a 7-day-old culture were taken and stained with Nile red. At the same
time 200 µl of the 7-day-old culture was spun down (20,000 g for 3 minutes) and
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Fig. 3. High level conceptual overview of the proposed algorithm.

then resuspended in 500 µl of fresh 7H9 medium. The bacterial suspension was
incubated at 37◦ C for 24 hours. Then the culture tube was spun down (20,000
g for 3 minutes), the supernatant removed and the pellet resuspended in 200 µl
of phosphate buffered saline (PBS). Two times 90 µl from this suspension were
taken and stained with Nile red.
Nile red staining Using a Nile red (Sigma-Aldrich) stock solution at 250
µg/ml dissolved in dimethyl sulfoxide (DMSO), 0.9 to 1 µl was added to the
bacterial suspension (90 µl or 100 µl) to obtain a final Nile red concentration
of 2.5 µg/ml. The tubes were then vortexed and left in the dark (covered with
aluminium foil) at room temperature for 10 minutes. The bacterial suspensions
were then centrifuged at 20,000 g for 3 minutes and the supernatant was discarded. Following this the bacteria were washed twice using PBS (the pellet
was resuspended in PBS, the tubes vortexed, then the tubes were centrifuged at
20,000 g for 3 minutes and the supernatant was discarded). Finally, the bacterial
pellets were resuspended in 20 µl of PBS and 10 µl was heat fixed on top of a
microscopy slide. Similar Nile red staining protocols have been used with success
in previously published work [3, 19].

Fluorescence micropscopy The microscopy slides were then observed using
a fluorescence microscope (Leica DM5500). The objective used was a 100×magnification oil immersion objective. A Leica camera DFC 3000 G was used to
capture images. A L5 filter cube, presenting an excitation of 480/40 nm and an
emission of 527/30 nm was used to observe the fluorescence from Nile red located
in a non-polar lipid environment. The TX2 filter cube with an excitation light
of 560/40 nm and an emission of 645/75 nm was used to detect the fluorescence
from Nile red present in a polar lipid environment.
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Proposed method

Localization The first step in the process is to obtain an AOI on which to
perform our learning. An example of this process is shown in Figure 5. Firstly,
the image was preprocessed using contrast stretching, a form of intensity normalization that is applied as follows:
Iout = (Iin − plow )

255
phigh − plow

(1)

where plow and phigh represent lower and higher percentiles which are preset
algorithm parameters.
After that, Canny edge detection [6] is used to produce a binary image which
captures variable information content across the input image [2]. To summarize
the key ideas, CED applies a Gaussian blur to the image to reduce high frequency
noise. Then the Sobel operator [26] is applied as a means of approximating the
intensity gradient at each pixel.
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Fig. 4. Sobel edge detection directional kernels, Gy and Gx respectively.

The Sobel operator comprises the application of two kernels, Gx and Gy
respectively as can be seen in Fig 4. As per the convolution theorem:
I ∗ G = F −1 {F{I} · F {G}}

(2)

where F denotes the Fourier transform [26]. We can then calculate the magnitude
and orientation of the gradient as follows:
q
(3)
G = (Gx ∗ I)2 + (Gy ∗ I)2
Θ = arctan((Gy ∗ I)/(Gx ∗ I)).

(4)

Non-maximum suppression to the gradient magnitude is applied thereafter. Since
the intensity gradient was calculated in the previous step and we are looking
for a continuous edge, only the pixels in the direction of the gradient and the
negative gradient have to be checked. Non-local maxima pixels are set to 0.
Finally, hysteresis thresholding is applied. This means that two thresholds are
made use of. Any pixel with an intensity below the lower threshold is set to
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Fig. 5. Illustrative example of the proposed AOI extraction. One of the detected regions
contains a single bacterial cell whereas the other contains multiple cells which are not
readily distinguished one from another without expert semantic knowledge.

0, and anything that has a gradient above the upper threshold is set to 1. If a
gradient falls between the thresholds, it is set to 1 only if it neighbours an edge
pixel.
For the AOI extraction step, it is important that a bacterial clump is detected
in its entirety, as one connected object. Due to possibly non-uniform lighting,
focusing problems, as well as other potential issues encountered during image
acquisition, it is possible that the edge detector produces breaks in salient edges.
For this reason, repeated morphological dilation is applied to the original binary
images, thickening edges and thus closing small edge breaks. However, this introduces a tradeoff: if an edge is dilated too much it can merge with neighbouring
clusters. To minimize this effect, erosion is applied after each dilation, thus thinning the edge again, while retaining its greater continuity. Note that combining
dilation and erosion with 8- and 4-connectivity respectively has a smoothing
effect. After these operations, connected component labelling is applied to the
produced binary image. Then we extract the coordinates of the bounding box
from the binary image, which we then use to crop out the AOI from the original
images [26].

Feature extraction After AOI are localized, each is represented by a histogram
of local binary patterns (LBPs) [17, 10]. A local binary pattern is parameterized
by two values, P and R respectively, which represent the number of points sampled, and the distance at which they are sampled from the target locus pixel.
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The corresponding local binary pattern is then:
LBPP,R (x) =

P
−1
X

s(gp − gc )2p ,

(5)

p=0

with:
(
1 if x ≥ 0
s(x) =
0 otherwise

(6)

where gc is the intensity of the centre pixel and gp is the intensity of the p-th pixel
at distance R. A single LBP is readily represented by a number, as illustrated in
Fig 6, and an image patch by the corresponding histogram, as shown in Fig 7.
The eventual feature vector used in the regression step is the sum of all the
histograms of the local binary patterns that are produced by processing all the
AOI in a sample. This feature vector is then used by a regression algorithm to
produce a prediction [1].
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Fig. 6. Example of LBP8,1 extraction for an elementary image patch.

3.3

Model selection and parameter learning

Since the number of cells in a particular slide can vary significantly, we decided to
use relative metrics. In particular we evaluated the models using the Percentage
Error (PE) and the Mean Absolute Percentage Error (MAPE).
Following the successes of such approaches reported in the recent literature
[23], we considered several regression types, namely linear (LR) [20], neural network based (NN) [4], decision tree based (DT) [31], gradient boosting machine
based (GB) [28], and random forest based (RF) [5], the best amongst them selected automatically. We imposed appropriate distributions over the parameters
of all the algorithms [23], and let each configuration run a randomized parameter
search of 1000 iterations, using 3-fold cross-validation for statistical robustness.
The inferred best model was used for the final error analysis.

4

Results and discussion

The results of the randomized parameter search are summarized in Table 1. In
short, the gradient boosting based approach significantly outperforms the alternatives included in the selection process. Therefore this regression methodology
was adopted for use in the final analysis presented hereafter.
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Fig. 7. LBP histogram example (P = 8, R = 1).
Table 1. Random parameter search results.

MAPE

LR

NN

DT

GB

RF

0.347

0.322

0.249

0.055

0.242

1000
900
800
700
600
500
400
300
200
100
0

APE (%)

APE (%)

To gain insight into the overall structure of the proposed method’s performance we started our analysis by examining the dependence of the error on the
true, target number of cells within a specific area of interest. The corresponding
plots for the two experiments are shown in Figs 8(a) and 8(b). It can be seen
that most of the overall error is contributed to by a small number of areas of
interest. It is even more important to observe that these generally correspond to
areas with a small cell count – considering that we are looking at relative rather
than absolute error, this is reassuring because it suggests low overall absolute
error (error for the entire input image or slide).
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(b) Experiment 2

Fig. 8. Prediction error as a function of the true cell count.

To examine our hypothesis, we next looked at the slide level errors – the
corresponding results are summarized in Table 2. As the figures clearly show,
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our method’s performance is outstanding, resulting in the slide level error of
less than 6.5%. Interpreted together with the previously discussed results, these
statistics demonstrate both the relative insignificance of the somewhat higher
proportional error rate for sparsely populated areas of interest and, importantly,
that the errors seem to be symmetrically distributed, leading to cancellation of
overcounts and undercounts when aggregated over an entire input image.
Table 2. Summary of experimental results.

Experiment 1
Experiment 2

5

Predicted count

True count

Difference

Relative error (%)

986
1015

1053
1020

67
5

6.3
0.4

Summary and conclusions

TB remains a global health issue worldwide and relapse in TB patients is a major
obstacle to improving treatment conditions. LR cells are believed to play a central role in relapse. The presence of cells with intracellular lipid bodies in patients
sputum was associated with higher risk of poor treatment outcome. Therefore,
the proportion of LR cells in patients sputum samples in early treatment could
be an indicator of long term treatment outcome.
In this paper we proposed an automatic method for estimating the number of
the bacteria present in a fluorescence microscopy image. Our method uses Canny
edge detection, morphological image processing, and connected component labelling to extract salient image regions, the content of which is then captured
by local binary pattern histograms, followed by a machine learning stage which
learns the mapping from interest region representations to cell counts. Using data
sets, generated from in vitro M. smegmatis cultures, we demonstrated that the
proposed model performs extremely well, achieving less than 6.5% error. These
results provide strong evidence of the potential of automatic image analysis tools
for stained sputum smears and motivate further work in the area.
Our immediate follow-up work will focus on extending the method to the
estimation of LR cell count. In addition, we intend to extend the method so
that it can deal with patient samples which demand the ability to distinguish
between bacteria and confounding material found in this type of data.
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20. Li, J., Arandjelović, O.: Glycaemic index prediction: a pilot study of data linkage
challenges and the application of machine learning. In Proc. IEEE International
Conference on Biomedical and Health Informatics pp. 357–360 (2017)
21. Lipworth, S., Hammond, R.J., Baron, V.O., Hu, Y., Coates, A., Gillespie, S.H.:
Defining dormancy in mycobacterial disease. Tuberculosis 99, 131–142 (2016)
22. Merle, C.S., Fielding, K., Sow, O.B., Gninafon, M., Lo, M.B., Mthiyane, T., Odhiambo, J., Amukoye, E., Bah, B., Kassa, F., N’Diaye, A., Rustomjee, R., de Jong,
B.C., Horton, J., Perronne, C., Sismanidis, C., Lapujade, O., Olliaro, P.L., Lienhardt, C.: A four-month gatifloxacin-containing regimen for treating tuberculosis.
New England Journal of Medicine 371(17), 1588–1598 (2014)
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